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The changes in price points of commodity process§i
devices remains a strong in uence on what platfo
can be used for high-performance eResearch appglic
tions. Our group is interested in advanced simulati
and applications that make use of considerable proges
Ing power within semi-interactive and semi-real tifne
paradigms. This paradigm is important for compu
tational science applications where models are bgi
developed, investigated and measured quantitatiyel
Processing power is required for: numerical inte@re
tion; random number generation; and oating-point
function evaluations. In many cases interactive grdp
iIcs are also used. Memory requirements tend talb
aggressive too, since they allow simulation of lafge
systems for various models { which often display the
Interesting behaviours on logarithmic size scales fh
necessitating simulation over many system lengths.

The era of dominance of the single-core CPU appradac
IS probably at an end. Itis no longer possible to relyjo
continued and greater reductions in the physical siZe
the electronic technologies that are used at an on-@hi
level.

Figure 1: Single core CPU architecture showing
the cache hierarchy feeding one compute core.

Further increases In speed will need to come fiic
greater use of accelerator approaches, whether the
Involve multiple cores on CPUs ; or clusters of devigce
or specialists new devices.

Computer clusters have proven a very cost e ecive
alternative to traditional large scale supercomputer
for batch and throughput oriented simulations. A rgl-
atively large number of separate \runs" are made [Us
Ing iIndependent hardly-communicating parallelism &
the results post processed semi-interactively on des
top scale processing resources. However, recent go
modity pricing of processing accelerator devices hag t
potential to change the economics again. Multi-c@re
CPUs are now widespread and this trend will likely ¢o
tinue, driven by heat dissipation and chip fabricatio
Issues. In the longer term we can hope for softwar
tools and support infrastructure to help exploit ver
many cores at an application level. At the time jof
writing however, specialist processing devices of qui
diverse architecture are already available and canfjr
vide a relatively cheap hardware platform for the gp
plications developer able to exploit them.

Multi-core conventional CPUs such as those from Ifpte
and AMD, can be programmed using multi-threading
and shared memory processing techniques. Theyc
of course be grouped into compute-clusters to for
hybrid applications platform that uses message passi
technology between CPUs and threading technolagi¢
between cores on the same CPU.

Figure 2: Quad core CPU architecture with
shared L2 cache.

These ideas have been taken further in the many-go
approach used in Graphical Processing Units tradifio
ally used to render computer game graphics. To Kee
up with the increasing demands of the games indus
try, these GPUs have evolved into highly parallelja
chitectures which can now be used for general purgo
computation.

Figure 3. GTX480 PCle card showing heat
cooling pipes.
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Current generation GPUs tend to have a relatively larg
(several hundred) cores that are each capable of fu
ning thousands or millions of very lightweight thread:
In a synchronised or data-parallel manner. Thgs
threads are managed by the GPU hardware and jice
thus be executed very quickly.
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Figure 4: NVIDIA Tesla Architecture.

GPUs were originally designed to render complite
graphics and are optimised work with regular lattice
data structures. For this reason they are very We
suited to simulating Finite di erence models as thE

use a very similar data structure[1].

eterogeneous Cores

Another alternative that has been explored in anfin
teresting way by the Sony/Toshiba/IBM collaborati@n
as the CellBE uses a heterogeneous mixture of gor
within the one chip. This can also be programmiec
with software threading technologies. In both thgse
paradigms, the individual cores typically have vengo
speci ¢ vector capabilities and other mechanismsgj
accelerate performance with highly localised para
lelism. Ideally these low-level core architectural [de
tails would be known to the compiler/optimiser andjit
would take care of exploiting them for the applicatian

programmer.
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Figure 5: Cell Broadband Engine processing
element architecture.
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Some applications lend themselves well to optimisatic
using this paradigm - we found that slave cores caul
feed results - such as randomly generated number f
Monte Carlo integration problems - to the main cdre
guite e ectively[2].

FPGAS

A very speci ¢ approach to data-parallelism is that pf
fered by FPGAs where a high level application must b
decomposed into known library gate array implemnge

tations that are laid out on the generic gate array. JAt
the time of writing, although there are vendor-neutjal
high-level programming languages for these devicgs
proprietary system is needed to realise them on actu
gate array devices.
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Figure 6: Field Programmable Gate Array
relationship with host.

These devices do show great promise for image Jpr
cessing applications where ne-grained operationsjce
be used to good eect such as super-resolutic
operations|[3].

Figure 7. Xlinx FPGA development board.

ultiple Devices
\

There are a number of ways we can deploy these g
cialist processing devices. GPUs can be used singly
accelerate a single CPU core, or perhaps more ra
tically multiple devices can be deployed to accelefa
the core of a multi-core CPU[4].
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Figure 8: Dual-GPU con guration.

This idea can be taken further and a cluster of GRU
accelerated nodes can be built. The tradeo -spacg |
highly dependent on the application context and If IS
not obvious how many GPUs should optimally supgo
a single cluster node[5].
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Figure 9: Cluster of GPU-accelerated nodes.

Figure 10: Quad GTX480 GPUs in 6-core Host.

rogramming Languages

:

Languages such as NVIDIA's Compute Uni ed Deyic
Architecture (CUDA) and the non-proprietary Opgn
Compute Language (OpenCL) are available softwa
frameworks to program these devices. Generallyjth
IS a less exible approach to processing accelerafio
and is focused on solving speci ¢ applications problg
well.
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Figure 11: CUDA multiple threads
programming model.
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Figure 12: Open Compute Language (OpenCL)
device programming model.

These software frameworks address some problems [
are still not completely easy to program and use afja
applications level. We found it useful to develop spft
ware libraries and tools that sit atop these systemg§ t
help manage regular data structures for simulationg[6
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Applications of these accelerator devices fare
widespread and include: spin models (including
the Ising model) [7] and Lattice gases [8]. Thease
make use of fast random number generators [9]
advanced cluster update methods [10]. Which fare
applicable to regular and irregular lattice systemns.
Component labelling makes use of similar ideag as
cluster updates and nds important applications fin
Image processing and analysis of higher dimensjonal
data sets [11]. Floating point problems are ngw
Increasingly well supported on GPU devices and| we
have made use of these Iin both particle simulatipns
for benchmarking pursposes [12] as well as wWork
on eld equations including the Cahn-Hilliard-Cobk
equation [13] and the Ginzburg-Landau equation [14].
An overview of GPU applications along withjja
tutorial on GPU system can be found in CSTN-065,
as Is a tutorial on multi-core in [15] both avall-
able at www.massey.ac.nz/~-kahawick/cstn/

These publications present an analysis of the GPU
performance in terms of the attainable speed-up.
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Amdahl's law manifests itself in an interesting maniher
for multi-core hybrid processors. The weakest liftks
In the parallelism chain can be directly attacked fby
specialist accelerator processing elements even Wher
no one single parallel paradigm suits the whole agpli-
cation code. Scienti c simulations can benet fro
Gustafson's corollary or \work-around" to scalabil
limitations in that the problem size or amount of if-
trinsic parallelism available in a simulation problem gan
be adjusted to t the parallel architecture available.
The accelerator e ect iIs in some ways better than
the Gustafson \scaling work-around" to the Amdahl
limitation in a monolithic parallel architectural design
since it gives the designer the exibility to add acael-
erators at various points in an architecture to focusje-
sources where needed. The di culty is in the resulting
architectural diversity { and the consequent systems
complexity { within a single application program.

Arguably the so-called crisis in Moore's Law has ralsed
awareness of the importance of parallel computing at
the whole computer level as well as at the proces§ing
device level. In addition, for the foreseeable futurg it
will likely be worthwhile and indeed necessary forfap-
plications programmers to learn to explicitly program
parallelism at both inter-device and intra-device leVels.
In summary, there are several processing accelerator
approaches ongoing, and there are relative advantages
and disadvantages to them all. It might be expecied
that further hybridisation will occur in the future wit
a corresponding need for more sophisticated software
tools to automate the choices and linkages of speciglist
algorithms to the right sub-device components. In fhe
meantime there is a continued fruitful arena for algo-
rithm experimentation and performance optimisation
at the applications and systems library levels.

Accelerators are making a very important contribution
to e-research. GPUs have proven themselves the [nost
cost e ective accelerator technology available at the
time of writing. Hybrid solutions and more exotic de-
vices such as FPGA's also hold great promise. fhe
future challenge will be in making these devices more
accessible to the applications programmers and logver-
Ing the software complexity.
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