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Abstract: Writing software for parallel computers is a hard task. However, it can be a really cost-e�ective way to speed-up some software applications such as simulations. Parallel computing on special purpose processors such as Graphical Processing Units (GPUs) can accelerate simulation codes by over a factor of
100 for a hardware cost of only a few hundred dollars { an ideal solutionin New Zealand where (supercomputing) resources are scarce. Wediscuss research into generating parallel computing software programs for accelerators like GPUs semi-automatically. This approach uses domain-speci�c programming language
techniques to let scientists specify their problems in a very high-level way. Software tools then help engineer fast lower-level code in open languages like OpenCL or proprietary languages likeNVIDIA's CUDA Language for GPUs. The applications focus is on simulation of physical systems that have similar characteristics
to some computer game engines.
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GPUs

Figure 1: NVIDIA GTX 480 GPU in ASUS PCIe Card

Graphical Processing Units (GPUs) are accelerator devicesthat can en-
hance the speed of a CPU on both graphics related and non-graphical
number-crunching aspects of a program. Graphical Processing Units [1]
are an attractive platform for optimising the speed of a number of applica-
tion paradigms relevant to the games and computer-generated character
animation industries. Chip manufacturers have been successful in incor-
porating ideas in parallel programming into their family of CPUs, but for
backwards compatibility reasons it has not been trivial to make similar
major advances with complex CPU chips. The concept of the GPU as
a separate accelerator with fewer legacy constraints is one explanation
for the recent dramatic improvements in the use of parallel hardware and
ideas at a chip level.
GPUs can be used for many parallel applications in addition to their
originally intended purpose of graphics processing algorithms. Relatively
recent innovations in high-level programming language support and ac-
cessibility have caused the wider applications programming community
to consider using GPUs in this way. The term general-purpose GPU
programming (GPGPU) [2] has been adopted to describe this rapidly
growing applications level use of GPU hardware.
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Figure 2: CPU/GPU Programming Architecture

This diagram and the fragment of \Host CPU" and \Accelerator GPU"
source code in �gure 3 shows the essential software architecture of a
GPU program written in NVIDIA's Compute Uni�ed Device Architecture
(CUDA) language. The CPU code (written in plain ordinary \C") treats
the GPU (CUDA) code as special purpose subroutines or \GPU kernels"
which are run on the GPU and report back to the calling host CPU
program.
A CPU program can make calls to many di�erent such kernels, and can
transfer data to and from the GPU's memory. It is possible for a CPU
program to be multi-threaded and have separate conventional threads
that each handle their own distinct GPU device[3].
These CPU threads are completely separate from the data parallel many
thread model that is running within the GPU. The GPU typicallyhas a
large number of cores - such as 260 or 480 on modern NVIDIA devices
(circa 2010.)
In practice the main limitation is the PCIe bus that connects CPU and
GPU. Its bandwidth and latency limitations determine the best way to
split up a program between CPU code and GPU kernels. It is usually
found that it is best to arrange for as much program data as possible to
reside on the GPU - and for it to stay there between kernel calls.

Programming GPUs

Typically a programmer arranges that the GPU kernel will be asked to
run many more threads than there are cores and thus the software is writ-
ten to block up or group threads in a particular pattern to run upon the
available cores. NVIDIA's CUDA language makes the particular innova-
tive contribution of allowing the grouping or block factors to bespeci�ed
in the double angle brackets \<< ... >>" as special arguments to the GPU
kernel routine. This allows the programmer to easily experiment with
di�erent block factors to determine the optimal performance mapping of
the program data and algorithm onto a GPU.

Figure 3: CPU/GPU Code Example

Equation Models

A number of interesting models of complex systems can be formulated
as partial di�erential equations[4]. Predator-prey relationships form the
basis for modelling complex systems in environmental and ecological ap-
plications. The Lotka-Volterra system of coupled di�erential equations
[5, 6] can be solved numerically to demonstrate the boom-bust peri-
odic oscillatory behaviour of the relative populations. Spatiale�ects[7]
can be incorporated using a properly normalised di�usive term[8] based
upon the Laplacianr 2 operator. This can be implemented on a spatial
mesh as a �ve-star stencil operation[9] and gives rise to a set of coupled
partial-di�erential equations (PDEs) such as:

du0(r )
dt

= O (u0(r )) + Au0(r ) � Bu0(r )u1(r ) (1)

du1(r )
dt

= O (u1(r )) + Du0(r )u1(r ) � Cu0(r )

This leads to the spatial waves and other complex structures shown in
�gure 6 as blue (u0) and red (u1) predators and prey.
Generating the program code to solve these sort of model is hard work
and prone to errors. Software technology to generate the solver programs
automatically is feasible by devising domain speci�c languages (DSLs)
that specify the problem at a high level and which can be understood
by a DSL compiler. The compiler breaks the problem down into small
components that can be addressed by software library routines already
written and optimised to run on the target platform - in this case the
GPU.
A simple example of this is discussed below, and more can be read about
research work in progress on the automatic program generation in[10, 9].
The technique generalises to much more complicated partial di�erential
equations such as the Cahn-Hilliard system, the Lotka Volterrasystem
discussed here and even the systems of equations used in 
uid dynamical
problems or even the 10 dimensional gravitational �eld equations used in
general relativity.

Domain Speci�c Languages

Domain speci�c languages are most powerful when they use the lan-
guage most natural and intuitive to the problem under consideration. A
grammar for partial di�erential equations can be developed usingparser
and compiler generator tools such as ANTLR[11]. The partial grammar
below in �gure 4 speci�es how a partial di�erential equation can be \rec-
ognized" by the parser and used to construct an abstract syntax tree
(AST) as show in �gure 5.

Figure 4: ANTLR Equation Grammar

A tree-walker program can then be written to walk the abstract syn-
tax tree and generate source code (in any language we care to choose)
whenever it encounters a node of the tree. The obvious target for our
present work is CUDA GPU program source code and with some judicious
choices a partial prototype CUDA program can be generated automati-
cally with much of the tedious stencil generating code generated without
the opportunity for human typing errors.

Figure 5: Abstract Syntax Tree for Laplacian/Poisson problem

The examples shown are for a simple Laplacian/Poisson type problem
where a �eld variable has its �rst order derivative speci�edin terms of
a second order spatial derivative. This example has been chosenso the
AST is not too big to display.
The system is successful if we can generate reasonably fast yetstill
human-maintainable source code. See Technical Note CSTN-087[10]
for details of this.

Results and Discussion

Figure 6: Phased Clusters in 3D Spatial Lotka Volterra Equations

(64 x 64 x 64 mesh, t=100, red=prey)

OpenGL visializatio of Time-integrated 3D �eld for the Lotka-Volterra
system. The generated solver allows us to investigate the complex struc-
tures and phase transitions and dynamical growth properties of this model
for larger and more detailed systems than would be possible with CPUs.
The use of automatic code generation drastically reduced the time to
code up a new problem and thus investigate whole families of equation
models and compare their inter-related behaviours. Generally we �nd
that for �eld equations of this sort we can easily achieve speedups of
over 100 compared to the performance achieved on a single CPU core.
Even further performance is possible if we make use of more than one
GPU device.
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